
Journal of Digital Information, Vol 3, No 2 (2002)

Chinese Buddhist texts for the new Millenium - The Chinese Buddhist Electronic Text

Association (CBETA) and its Digital Tripitaka

Christian Wittern

Institute for Research in Humanities, Kyoto University, Japan

Email: wittern@kanji.zinbun.kyoto-u.ac.jp

Abstract

This paper deals mostly with work by the Chinese Buddhist Electronic Text Association (CBETA) in preparing an electronic

edition of a large collection of Chinese Buddhist texts. A short opening section about the history and significance of these texts

is followed by a sketch of the digitization efforts prior to the CBETA project. The main part of the paper provides some

background on the organizational structure and aims of CBETA, and then describes key aspects of the CBETA project, which

are, among others: focus on quality assurance of existing electronic data, not foremost on input; reliance on open standards

like the TEI Guidelines, XML and Unicode. The paper closes with an assessment of open questions, including the different

formats for distribution of texts currently used by CBTEA, the reasons for their choice and the problems encountered. This will

also touch on some more general questions concerning the distribution and continuing development of electronic ressources.

1 Introduction

Electronic resources have developed rapidly at many places during the last few years. Many problems, including the data

format and structure, content delivery models, applications and interfaces have been encountered and solved.

Buddhist texts pose a somewhat unique problem on top of all this: since Buddhism came to span so many cultural and linguistic

barriers over such a long period of time, the diversity of Buddhist primary sources is extraordinary. Precisely because of this,

they also provide an ideal testbed for a digital library - any system that is able to deal with these complex and daunting issues

will have little problem dealing with the other things out there.

The project described in this paper deals 'only' with one set of scriptures in this collection of canons, the Chinese Buddhist

Canon that is used throughout East Asia. Although the main language is Chinese, there are citations, fragments and notes in

other languages and scripts, including Sanskrit and Pali (in Romanized, devanāgari and siddham script), Tibetan, Japanese and

others.

2 Chinese Buddhist Canon

Buddhist scriptures have been introduced to China and translated into Chinese over a period of more than 1200 years.

Translation activity started in the Later Han period (in the 2nd century of the Christian Era) and continued with various degrees

of intensity to about the end of the Song dynasty and the beginning of the Yuan dynasty (13th century).

When this translation process started, the Chinese had no idea that Buddhism had already developed into a number of

competing schools in India, with sometimes contradicting teachings and commandments. Towards the beginning of the

translation activity, any text that seemed interesting had been translated, with many translations being redone several times

over the centuries as terminology and understanding developed.

It was at about the end of the 5th century that the growing corpus of translations of Buddhist texts from Sanskrit and Prakrit

into Chinese had reached sizable proportions. Around this time, there was a need to organize the received scriptures, scrutinize

the contents and asses whether they were authentic translations or mere fabrications of Chinese origin. Although the actual

collection of scriptures into some sort of canon did not occur right away, the fact that they were recorded in bibliographic

catalogs contributed to gradually having the scriptures considered as an entity, with heavily guarded entrance gates. At this

point the collected translations were called `All of the sutras' (yiqiejing). One example from Dunhuang has the date of 479.

About half a millenium later, during the Song period, first usage of the modern term dazangjing can be found, which is today

commonly used to refer to the Chinese Buddhist Canon.

To preserve authoritative copies of the scriptures and prevent corruption, printing technology was adapted as early as the

beginning of the 7th century, when a monk in a small monastery of Northern China embarked on a project to carve the most

important scriptures in stone. The project was carried on over several hundred years and today we have access to about 14000

stone slabs, with hundreds of texts that comprise a major portion of the Chinese Buddhist Canon.

This remained an isolated project, however, and there was no plan that detailed the contents and sources of the carvings. It

was therefore only with the beginning of woodblock printing in the 10th century that complete copies of the Chinese Buddhist

Canon first became available. Shortly after the establishment of the Song Dynasty (960), work began in the remote province of

Sichuan on imperial orders, which resulted in more than 1000 separate texts or more than 5000 scrolls being carved, printed

and distributed all over the country. The first set was completed in 983. Since then, more than 20 new printing sets have been

produced in China, Korea and Japan, each slightly differing in content and arrangement, although new admissions to the canon

had been tightly controlled ever since the Song dynasty.

The oldest complete extant edition is that of the Tripitaka Koreana, the Korean edition of the Chinese Buddhist Canon (it should

be noted that the Buddhist source texts used in China, Korea, Japan and even Vietnam are identical; together they form the

tradition that gave rise to the Chinese Buddhist Canon). The woodblocks for this edition had been carved in the middle of the

13th century, comprising 1521 texts in more than 6500 scrolls.

The edition now most widely used as a standard reference to the Chinese Buddhist Canon is the Taishō Tripitaka (Taishō

Wittern http://journals.tdl.org/jodi/rt/printerFriendly/84/83

1 of 8 4/30/2010 9:10 AM



shinshū daizōkyō), edited by Takakusu and Watanabe (Tokyo, 1924-1932). This has been revised, rearranged and edited

according to modern philological and text-critical principles, and it contains 3053 works in 85 volumes. While it does not contain

all Buddhist scriptures of importance (there is a substantial volume of commentaries, records and historical texts in the

Supplement to the Chinese Buddhist Canon (Zokuzōkyō), which have not been included in the Taishō Tripitaka), it has served

as the textual source for many of the digitization projects that attempted to digitize the Chinese Buddhist Canon.

3 Digitization Projects: An overview

The last years have seen various efforts towards a complete digitization of the Chinese Buddhist Canon. Professor Lewis R.

Lancaster of the University of California was among the first to realize the potential of digital texts and the enormous need for

exchange, cooperation and standardization in this field. In 1993, he assembled delegates from various Buddhist electronic

projects in different languages and scripts, and founded the Electronic Buddhist Text Initiative (EBTI) as a forum for exchange

of information and sharing of technology among these projects. Subsequent meetings of the EBTI have been held at Haein-sa,

Korea in 1994, Fokuang Shan, Taipei in 1996 and Otani University, Kyoto, Japan in 1997 and, together with PNC, ECAI and

SEER at Academia Sinica, Taipei in January of 1999; a similar joint conference was held the following year at the University of

California Berkeley in January 2000, while the conference in 2001 was a EBTI only meeting hosted by Dongguk University in

Seoul, Korea.

There are of course plenty of other efforts, both modest and bold, small and large-scale in all countries that share the heritage

of the Chinese Buddhist scriptures. The more important ones include different groups and individuals that the late Prof. Ejima

Yasunori of Tōkyō University in Japan assembled over the years to help him realize his vision of an electronic databases of the

Taishō Tripitaka. This project became a working group under the JAIBS (Japanese Association of Indian and Buddhist Studies)

and was at times closely cooperating with Daizō Shuppansha, the publisher of the Taishō Tripitaka. The outcome of this

cooperation was planned to be a series of CD-ROMs of the Taishō Tripitaka, one CD-ROM for each volume, despite the fact that

technically the whole Tripitaka would easily fit on one single CD-ROM. This and some other factors that included high pricing

and a failure to understand the special needs and features of the electronic medium led this venture to fail, and eventually it

was discontinued after the publication of only four volumes. The group around Prof. Ejima has recently reassembled under the

name SAT (see below).

At the small International Institute for Zen-Buddhism in Hanazono University, Kyōto, in the late 1980s Urs App conceived the

Zen-Knowledgebase project. His aim was to put all information relevant to Zen-Buddhism, that is the original scriptures,

commentaries, translations, bibliographies, maps, photos, video films and much more, into a connected computer database.

This ambitious project began in 1990 with a 10 year plan. The present author joined that project in 1992 and contributed to its

first widely known product, the 'ZenBase CD1', published in 1995. This CD-ROM could be seen as a snapshot of the project's

workbench, with Zen-Buddhist texts released on it together with a number of research tools and utilities, designed to enable

the researcher to make best use of these materials. Its main purpose had been to explore new and imaginative approaches to

the electronic medium and to encourage others to do likewise.

Another important and bold step towards a complete version of the Chinese Buddhist Tripitaka was taken in Korea. Since Korea

has the only extant complete set of woodblock, designated a Unesco World Heritage in 1996, plans were conceived to preserve

these woodblocks by putting them into digital form, thus continuing the spirit of innovative technologies that surrounded the

age of the carving in the 13th century, when the Korean peninsula witnessed printing with movable letters 200 years before

this technique was applied by Johannes Gutenberg in 15th century Germany. The plan received encouragement and increasing

support after the EBTI meeting in 1994 and with additional funding from a large company in Korea a first CD-ROM was

produced by January of 1996. This CD-ROM tried faithfully to reproduce the image of the printed page, including vertical

rendering; even the interlinear notes in smaller print were reproduced in the same way. Still more amazing, the great variety

of character shapes that are found in woodblock prints are ported to the electronic text: over 30,000 different character shapes

have been used in the roughly 50 million characters of this CD-ROM, compared to only about 12,000 in the modern Taishō

edition, which has more than double the amount of text.

Taiwan has also seen a great number of efforts to help digitize the Buddhist scriptures. Due to technical difficulties and lack of

coordination, there are many Buddhist electronic texts available on computer networks, but they vary in quality and are of

rather limited scope. A considerable number of texts have been input by the Academia Sinica, but most of are available only to

members. Some remarkable research tools have become available, however. For example, the excellent Fokuang Buddhist

Dictionary has been put on CD-ROM in a very useful way and has been made available for a reasonable price. More recently,

the collected works of Venerable Yin-Shun have also been made available for free on CD-ROM with a powerful search engine.

There have been some remarkable developments towards the creation of a complete full-text database of the whole Buddhist

Tripitaka in Chinese. In January 1998, the above-mentioned group SAT, made up of Japanese Universities and members of the

JAIBS, signed a contract with Daizō Shuppansha and was granted the right to create an electronic database of the Taishō

Tripitaka and distribute it over the Internet. The project is scheduled to complete its task by 2006.

As a completely separate development, it became known in early 1999 that a Buddhist group in Hong Kong managed to put the

whole Chinese Buddhist Tripitaka on a CD-ROM. From the table of contents it may be concluded that this CD-ROM contains

material almost equivalent to all 85 volumes of the Taishō Tripitaka. Unfortunately, the text is not readable with software other

than the reader provided, which requires a Traditional Chinese version of MS Windows. As in the case of the Korean Tripitaka,

this software goes to great lengths to imitate the appearance of a book on the screen, but completely misses the new

possibilities the electronic medium offers.

4 Realizing the CBETA Project

In February 1998, the Chinese Buddhist Electronic Texts Association (CBETA) was founded by Venerable Heng-ching, Taiwan

University, and Venerable Hui-min, National Institute of the Arts, to coordinate efforts in Taiwan and promote the creation of a

new scholarly digital edition of the Chinese Buddhist scriptures. The present author attended the founding meeting and joined

CBETA in April 1998, working as an adviser to this project. CBETA was not going to start again with the input of Buddhist texts,

but rather aimed at collecting and proofreading materials that had been put into electronic form elsewhere, thus ensuring high

reliability throughout the database.
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CBETA has received a grant from the Yin-Shun Foundation of North America and the initial plan was to release the complete

canon of Chinese Buddhist scriptures (again according to the Taishō collection) consecutively within three to five years. Six

volumes of the Taishō Tripitaka were released both on CD-ROM and on the Internet in December 1998. Today, 56 volumes of

the Taishō collection are freely and publicly available through the CBETA Web home page. With about one year of the original

work plan left, CBETA is now busy proofreading and integrating text-critical notes and other supplementary material that

appeared in the original Taishō Tripitaka.

CBETA is making efforts to encode and markup the text using internationally accepted and widely used open standards like XML

and TEI. CBETA is also cooperating closely with SAT on important issues like the representation of rare characters in the texts.

4.1 Origins

The CBETA project grew largely from a volunteer effort of people interested in the digitization of Buddhist texts. On a bulletin

board forum hosted at Ven. Heng-ching's office at Taiwan University, discussions had been going on and even some preliminary

tests completed, culminating in the release of the texts of Vol. 9 of the Taishō Tripitaka.

Inspired by the availability of the ZenBase CD1, which provided an example of how to achieve high quality digital texts even

with a small team, it was realized that although data were becoming rapidly available, there was the need to gather these data

and apply a quality assurance process.

To minimize the manpower and effort, it was decided from the start to rely heavily on supporting programs developed in-house

and customized to the needs of team members.

4.2 Organizational structure

The organizational structure strongly reflects the origins of CBETA. Although the team was from the beginning divided into a

number of separate groups, most groups started with only one or two members. As funding became available, more group

members were hired; in the early years, most were added to the proofreading group, which worked on CBETA's core task. At

the moment, there are the following groups:

Research & Development

Information Services

Rare Characters

Input

Proofreading

Network

Distribution

Bookkeeping

Of these, the Research & Development and Proofreading groups could be considered the core groups with most of the members

of CBETA.

4.3 Methodology

There are three areas in which the methods applied by the CBETA team might serve as an example to other similar projects:

Computer assisted proofreading

Consequent application of structural markup

Systematic handling of non-system characters

Each of these items is discussed in more detail below.

4.3.1 Proofreading

As indicated above, CBETA tries to use information technology to minimize effort, manpower and cost while at the same time

maintaining the highest quality standards. In the proofreading process this was achieved through a workflow that would try to

optimize the time taken to find and correct errors in the sources. The proofreading process assumes that at least two,

preferably three, electronic versions of a text are available. If this is not the case, the Input group is asked to prepare such

copies as necessary. The electronic source files are then compared with a highly configurable program written in-house for that

purpose and differences in these files are marked, separately for all input files. The proofreader than opens a program that

displays a scanned image of the original and the electronic text side-by-side. Using this program, the proofreader can jump to

the locations that have been marked and display the original page accordingly, as in an OCR proofreading system. This

optimizes the most time-consuming process during proofreading, that is locating errors and finding out which version is correct.
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Figure 1. Proofreading

The screenshot in Figure 1 shows a part of the interface for the proofreader. To the left is the scanned image, with the red

haircross pointing to the character in question. The right part shows the result of the comparison of three files, with the one set

of differences highlighted in black. Since some characters are difficult to discriminate on the screen, identical occurrences in two

of the source texts are highlighted in the action dialog. It thus takes just one keystroke for the operator to make the necessary

change in the file and move on.

There are obvious problems with this approach, for example it requires three independently created copies to be available, and

the copies should also be created with different input techniques - it would not be useful to simply scan the same text multiple

times and then use an OCR program to recognize the text. Identical errors in all three copies would not be identified.

Preliminary tests with subsequent manual proofreading of the texts have shown that the results are as reliable as expected,

with an error rate of approximately 1 in 10,000.

4.3.2 Markup

With ever more digital resources becoming available, we need to ask how can we expect these to be usable and useful after 10

years, let alone 100 or more years? There can be no guarantee, but one thing is obvious: we need to use open standards to

shape our electronic texts. Texts that are available only through one specific software application will become useless in little

time, since they are locked into systems that are becoming rapidly obsolete. The suppliers of digital resources need to conform

to open standards, to provide texts and other material in a way that can be used with a multitude of software on a multitude of

platforms, now and in the future.

This task also involves the interoperability of different electronic resources. In the same way that we can quote a book in any

other book, we want to be able to connect different electronic resources, texts, dictionary entries, maps, biographies, historical

or exegetic material, audio or video clips and so on. How can we achieve this? There is only one solution: again, all creators of

electronic resources should use a common set of open standards.

What are open standards? Open standards are definitions of behavior for computer programs or of a format for computer data

that are defined independently of any particular computer environment or vendor. Open standards have enabled the Internet

to function with millions of computers interacting, where mainframes from the 1970s can exchange information with the latest

supercomputers and notebook PCs without any problems.

What standards do we need and who defines them? There is a standard designed for the markup of electronic texts and

endorsed by the International Standards Organization (ISO) in 1986, defining the Standard Generalized Markup Language

(SGML). This standard defines the syntax of markup and is used for example in the hypertext system that lays at the base of

the graphical interface to the Internet, the World Wide Web.

The term `markup' originated in traditional printing, where markup are little marks or hints inserted in a text to tell the printer

about headlines, font changes, and the like. With electronic texts, markup came to mean any way of inserting any kind of meta

information into a text. This needs to be done in a systematic and standardized way, since it is intended to be used by

computers, but it is also intended to be read and written by humans, so it cannot be too terse.

Using SGML as the syntax, an international group of more than 100 scholars from various fields of the Humanities formed the

Text Encoding Initiative (TEI) and worked over more than seven years under the auspices of three learned societies to define

some Guidelines for the Encoding of Electronic Texts 1, published in 1994. Today these guidelines are being implemented by a

great variety of electronic text projects worldwide. There are of course specific needs in Buddhist texts that are not addressed

here. EBTI is trying to give recommendations and develop guidelines for the specific needs of Buddhist texts and resources, but

the work in this field is still in progress. Since these guidelines will only be useful if they address and solve all the problems

found in encoding Buddhist texts, it is obvious that the more parties involved in the creation of such texts are involved in

creating these guidelines, the better they will serve the purpose.

CBETA realized that using standardized markup for the creation of digital resources for Buddhist studies was a necessary

condition for any further development of methodologies. Researchers will need to be able incrementally to add comments,

definitions, pointers to related material as well as other meta information about a text. Markup, in combination with other

knowledge representation strategies, can express the inherent information and retrieve it in ways that enable surprising new

discoveries.

As I was the only one in the team with experience in the application of markup to electronic text when CBETA was established,

I took it upon myself to convince the team members to use the TEI Guidelines as a base for this project. At the beginning, all

markup was applied within the Research & Development group, but this turned out to be impractical. Since the proofreading

group worked so closely with the texts, it was decided that in terms of efficient workflow it was the best place to apply markup

to the texts. The tools in use by the group, however, would not allow use of SGML/XML and this would also place a heavy

barrier to entry in terms of required skills (not to mention the language barrier, since at that time virtually no relevant

documentation was available in English).
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Figure 2. Text file with `simple' markup

At that time, the standard format for the texts as used by the proofreading team was to have a location reference to volume,

text number, page and line at the beginning of each line of the electronic text. We decided to extend this identifier by some

columns and put shortcuts for structural markup there. It was easy to identify headings, footers, bylines, and so on. The

paragraphs in our texts were clearly marked, so this information could simply be transformed into the `simple' markup2.

Figure 2 shows the beginning of text number 2067 from volume 51. The last three columns before the Chinese text starts are

used for the `simple' markup. Without going into detail, `P' will turn into markup for a paragraph, `Q' starts a new division,

`A' is the author or translator, and so forth. If no markup is applicable, the `#' mark is used, the underscore is for lines that

continue to belong to the previously mentioned markup entity. This ad hoc markup is then transformed to XML based on the

TEI DTD with a perl program; all further editing is done on the XML files. The file generated from the above text is shown in

Figure 3, with some additional editing applied.
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Figure 3. Text from Figure 2 converted to XML

4.3.3 Rare characters

One of the biggest obstacles in the digitization of premodern East Asian texts in general and Buddhist scriptures specifically is

the problem of premodern character forms.

I will try to illustrate the problem for those not familiar with the logographic scripts of East Asia. One of the features of

logographic scripts is the fact that the smallest unit in the writing system, the character, is a semantic unit, but the orthography

to express this unit depends on the time and place of the origin of a text. Modern character encodings for information

processing are oriented towards the character forms in modern use and make it difficult to reflect the orthography found in the

printed source forms in machine readable data. This is as if the encoding for English encoded words, not letters, thus making

the coining of new words or the encoding of Middle English texts very difficult.

While the problem is significant in terms of the number of characters involved, the percentage of usage in a text is usually

neglectible. More than 97% of any premodern text can be written with the most frequent ~5000 characters that are available

in each of the national character sets in East Asia.3 There are a number of well known approaches to this problem.4 The

baseline is that most characters can be expressed in the underlying standard character set (in the case of CBETA, this is the

Big5 character set widely used in Taiwan and elsewhere for Traditional Chinese) and only a small percentage needs special

treatment.

CBETA's approach to this problem is rather unique, in that it uses different methods in different phases of the workflow,

depending on the tools available and the needs of the people working with them. In the first phase, during proofreading and

inital markup, characters not found in Big5 are expressed using a simple algebraic language developed by CBETA. The

advantage is that the character form can be guessed without requiring anything beyond plain text. At the same time, a list of

such expressions was maintained. In this list, which has grown to more than 13,000 entries in the last four years, a serial

number is assigned to each character and various other information is gradually entered; among other things, it was checked

whether a modern character can be used as a replacement without distorting the meaning. During the conversion to XML,

these glyph expressions were replaced with entity references, which is the usual way to handle characters that cannot be

expressed in the document character set. This can be seen in Figure 2 where the expression  on line b27 gets

transformed to &CB00123 in Figure 3. For document delivery in various formats these entities can be expanded either with

glyph-codes in custom fonts, image files for delivery over the Web, glyph expressions for plain text contexts and normalized

forms for the general public and for search engines.

Figure 4 shows a few lines of the table CBETA is maintaining. The second column (numbers beginning with `M') is a reference to

a large database of characters maintained in Japan; other columns have the corresponding Unicode codepoint (if available), the

glyph expression, normalized forms and references to dictionaries. As can be seen, compatibility with Unicode is maintained by

keeping this list of correspondences, so that at any time the whole database can be easily converted to Unicode.5
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Figure 4. Excerpt from CBETA's list of characters

5 Quo vadis - Electronic texts as source materials or consumer goods?

The aim of CBETA could be stated as 'to provide an electronic edition of Chinese Buddhist texts that is as accurate and reliable

as possible, and that can serve as a foundation for further work both in Buddhist Studies and for Buddhist communities'. That is

to say, the delivery not so much of a finished product, but of a raw material, a resource that can be used in the creation of a

wide range of refined products.

The expectations of large parts of the intended audience were quite different, however. Almost nobody could make use of a

naked XML file; angled brackets and entity references would obscure the text and would be considered noise by most readers.

CBETA therefore had to develop a way to deal with these expectations. The result is that today the CBETA CD-ROMs (that are

delivered free of charge, upon receipt of a letter including return postage) and the CBETA Web site contain the texts in a

variety of different formats:

Normalized plain text files (for reading in generic editors or file viewers)

Normalized plain text files (with line endings adjusted so that they do not break words)

'Minimal size' plain text format (for use in handheld devices)

HTML files

HTML Help files (for Microsoft's documentation browsers; this includes moderate search functions)

RTF version (for use in word processors, allowing easy printout of complete texts)

XML version (for those who want to make use of it)

Additionally, PDF is currently under consideration. All these formats are generated automatically from the XML master files.

Although this sounds like a lot, these pre-formatted texts are still not fulfilling the needs of all users - for one thing, the display

of non-system characters is hardwired and cannot be changed according to the user's wishes. More importantly, the underlying

encoding is Big5 - some users in Japan or mainland China need different encodings. If all the different possibilities were

pre-formatted, every single text of more than 2000 in this collection would have to be made available in more than 50 different

formats.

This would be a maintenance nightmare and is clearly not possible. Another possibility that has been tested is to create the

desired versions on-the-fly upon installation from the CD-ROM. While this allows the greatest flexibility and could deliver

customized versions in four different encodings, the response from users was clear: nobody wanted to wait two hours, or

sometimes up to eight hours on older machines, for the installation program to finish.

There is a larger issue that needs to be adressed. The current mode of distribution is based on a format derived from the XML

files. Any annotations or edits a user might want to make to the files will be lost on the next update. There is also no easy way

to allow users to enhance and enrich the text database with results of their research work.

CBETA is maintaining the source files in a CVS repository, and ways for users to access this repository directly are under

consideration. This might ease the problem, but the infrastructure and expertise to make efficient use of this is not readily

available for most users.

Maybe the biggest problem is that users expect a finished product that can be installed with a few mouse clicks, and which

anticipates their needs before they are even aware of them. While this might be the prevailing trend in software applications

and on the Web, we have to raise awareness that the availability of source texts in a format as versatile as XML make possible

new ways of analysis and research, but no single polished and shiny graphical interface will support all needs.
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